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Summary

Context and Motivation Cyber-Physical Systems (CPS), such as autonomous vehicles, semi-
conductor equipment, industrial printers, medical devices, and smart infrastructure, increas-
ingly rely on complex software for their operation, control, and communication. Consequently,
system quality, reliability, safety, and dependability are ever more determined by software
quality. However, software testing, as a means to assess quality, is struggling to keep pace
with the rapid growth in size, complexity, connectivity, and evolution of software. More and
more, testing is becoming the bottleneck to innovation. This report analyses the trends and
challenges that threaten the testability of future generations of CPS software and it identifies
research directions to mitigate these threats.

Testing Challenges

• Multi-disciplinarity. CPS integrate software with physical components, which requires
combining expertises, methodologies, and models from different disciplines for test-
ing. Use of simulations and digital twins is necessary but introduces its own validation
challenges.

• Size and complexity. Software size, number of components, configuration parameters,
and interdependencies grow faster than testing can handle, leading to combinatorial
explosion.

• Variability. CPS are delivered in many variants and configurations. While product-line
engineering mitigates development effort, testing must still be performed on concrete
instances, leading to another combinatorial explosion in testing.

• Evolution. Frequent changes in software demand fast and selective re-testing, but
methods for test impact analysis and regression test selection are still immature.

• Component-based development and reuse. Systems combine in-house software with
legacy, outsourced, open-source, and third-party components. Determining what, how
much, and at which level to re-test components and integrations is a major challenge.

• Connectivity. CPS are connected and increasingly operate together, e.g., as a system-
of-systems. Limited central control, independent management, missing global specifi-
cations, dynamic composition, and runtime changes necessitate testing beyond devel-
opment time.

• Beyond functionality. Non-functional quality characteristics such as safety, security,
reliability, usability, and availability are often non-compositional and can only be tested
at higher system levels, where testing is expensive and more difficult to automate. New
quality characteristics such as sustainability and fairness (of AI systems) emerge for
which new testing methodologies have to be developed.

• Environment. The importance of the CPS environment increases, e.g., for safety and
security testing. Testing exhaustively for all possible environments is infeasible, so se-
lection, modelling, and simulation of realistic environmental behaviour is necessary,
making environment validity an issue.

• Climbing the test pyramid. Testing CPS shifts from unit testing to higher integration and
system levels, which is harder to automate and more expensive. Moreover, it requires
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abstraction that introduces uncertainty and nondeterminism. Test effort shall be bal-
anced across the test pyramid to optimize cost, coverage, and confidence.

• Agile and test automation. Large automated test suites are hard to maintain, suffer
from redundancy, and may give a false feeling of confidence (“pesticide paradox”).
Higher-level testing often lacks stable specifications in agile contexts.

• Runtime testing. For autonomous, self-adaptive, and continuously evolving systems,
complete pre-release testing is impossible. This creates a need for after-release, run-
time testing and quality control, beyond passive monitoring, and the challenge is how
to do that.

• AI. Artificial intelligence is a vibrant and dynamic area with many new developments
and breakthroughs happening in quick succession. This leads to many questions, chal-
lenges, and unclarities for testing and AI: how can AI be used for testing, how shall sys-
tems developed using AI be tested, and how shall systems that contain AI be tested.

• Microservices. Testing an individual microservice can be done with traditional testing
methods. While testing a collection of them, many of the above trends and challenges
come together, in particular, shifting testing efforts towards higher levels in the pyra-
mid.

Research Directions

• Testability-by-design: Make testability an explicit architectural quality attribute, with
testers involved early in system design.

• Model-centric testing: Develop an integrated approach to modelling, including model-
based system development (MBSE), model-based testing (MBT), digital twins, and envi-
ronmental modelling, and use models as the basis for testing.

• Compositional testing: Systematically decompose testing across components, features,
and versions, in an attempt to mitigate combinatorial explosion.

• Runtime testing: Extend testing into operation through active, non-intrusive runtime
testing and quality control.

• AI and testing: Investigate methods for testing systems containing AI as well as for
using AI to improve test efficiency and effectiveness.

• Microservices as testbeds: Use microservice architectures as structured case studies for
advancing scalable testing methods.

Concluding Testing remains essential for CPS quality, however, current testing approaches
do not scale to future generations of CPS, thus likely hampering innovation. Research and
development for new testing methods are needed.
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1 Introduction

Complex, high-tech, cyber-physical systems (CPS) increasingly depend on software: software
controls, connects, and monitors almost every aspect of system operation, be it a printer,
a wafer-lithography system, an airplane, a ’smart’ factory, or a car [1]. Consequently, the
quality of CPS is ever more determined by the quality of the software in such systems, or,
the other way around, system failures are increasingly due to software bugs. Moreover, we
build ever larger, more complex, and increasingly connected software systems, with more
and more options and features, evolving ever faster, building on and reusing legacy, out-
sourced, and open-source software, while using new, sophisticated software architectures,
development techniques, and paradigms [2, 3, 4, 5, 6, 7].

Systematic testing is one of the most important ways of assessing the quality of the soft-
ware in CPS [8, 9, 10]. There is, however, a serious threat that software testing techniques
and quality assessing methodologies cannot keep pace with software development, and this
will endanger the fast and thorough testing of future generations of CPS, thus hampering
innovation.

In this report, trends, challenges, and research directions are identified for testing of future
generations of CPS, with emphasis on the software part of CPS. These trends, challenges, and
possible research directions come from discussions, observations, presentations, and con-
versations with many people, including TNO-ESI partners, involved in testing in various roles,
such as manager, tester, project coordinator, test automation engineer, and researcher. To-
gether, they present an outlook on issues that can be expected when testing CPS, and a vi-
sion and research agenda for mitigating these issues.

Overview Chapter 2 starts with setting the scope by introducing the kind of systems and
testing that are considered. Chapter 3 discusses trends in CPS developments, and related
challenges of testing future generations of CPS systems. Chapter 4 discusses possibilities for
research in this domain, after which conclusions are presented in Chapter 5.
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2 Scope

This report is about “testing challenges for cyber-physical systems”. In this chapter, the main
concepts, ‘cyber-physical systems’ and ‘testing’, are introduced.

2.1 Cyber-Physical Systems
Cyber-physical systems (CPS) are systems in which a computational part (‘cyber’, or soft-
ware part) and a physical part (mechanical, optical, electrical, mechatronic, …) work tightly
together to provide the functionalities of the system [11, 12, 13, 14]. The software part typi-
cally takes care of control, networking, communication with the outside world, user interfac-
ing, monitoring, data processing and analytics, processing sensor data, controlling actuators,
etc. The physical parts perform the physical processes such as dealing with movement, en-
ergy, engines, light, force, and physical objects. The physical and software elements in a CPS
are closely connected, integrating the physical and cyber worlds, to make the entire system
perform its tasks.

Designing, developing, and testing a CPS requires multi-disciplinary approaches, merging, on
the one hand, physical engineering such as mechanics, mechatronics, electronics, and optics,
and, on the other hand, software engineering, including data processing, networking, and
control. These different approaches require different and non-matching theories, formalisms,
methods, and tools to deal with the cyber and physical elements, respectively. This makes
reasoning, as well as interoperability and integration of the different parts of a CPS challeng-
ing. Also compliance, certification, and standards differ for the physical and cyber worlds.

Examples of CPS are manifold: autonomous vehicles, healthcare devices, semiconductor
manufacturing equipment, smart building control, industrial control systems, smart energy
grid, food processing systems, agricultural robots, traffic management, electron microscopes,
robotized warehousing, industrial printers, water management, robots, manufacturing lines,
consumer appliances, and many more.

In this report, we consider challenges of testing current and future generations of CPS. In
such CPS, the software acts as the CPS ‘brain’, i.e., the software part controls, connects, and
monitors many aspects of CPS system behaviour. In addition, innovations in CPS often occur
in the software part, leading to a constant increase in size and complexity of the software
part. A consequence is that the software ever more determines the quality characteristics
of CPS, such as functional correctness, performance, dependability, reliability, and availabil-
ity [1]. The other way around, failures are more and more often caused by software bugs.
Therefore, the emphasis in this report is on testing the ‘cyber’-part of such systems, that is,
we consider mainly software testing in the context of CPS.

2.2 Testing
Systematic testing is one of the most important and widely used techniques to check the
quality of systems and software. Testing, however, is often a manual and laborious process,
that is time consuming and costly. Studies indicate that testing can account for 20% to as
much as 70% of the total development effort, depending on the kind of software [15, 16,
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17]. Testing is ever more the bottleneck in delivering new versions and upgrades for old sys-
tems and in producing new systems, thus hampering innovation. This counts in particular for
CPS.

Software Testing Testing is a way of determining the quality of some object, product, sys-
tem, or service. The object being tested is referred to as the system under test (SUT). This
report concentrates on testing of software [18, 19, 20, 16, 21]. We use the following descrip-
tion of ‘testing’:

Testing is a technical process,
performed by executing or experimenting with an SUT,
in a controlled environment, following a specified procedure,
with the intent of measuring one or more quality characteristics of the SUT,
by demonstrating the deviation of the actual status of the SUT
from the desired or required status.

According to this description, testing consists of performing some experiment on the real,
working and executing SUT. The experiment is explicitly and systematically designed for the
testing of the SUT (a specified procedure), and the experiment is performed in a test environ-
ment (controlled environment).

Some properties of the SUT, related to a quality characteristic, are checked. A quality charac-
teristic defines a class of product properties that contribute to the product’s quality. A prod-
uct quality model defines a set of quality characteristics. For software systems, the current,
commonly used quality model is ISO/IEC 25010-2023 [22] that defines 9 main quality char-
acteristics (which can be further divided into sub-characteristics): functional suitability (func-
tionality), reliability, security, compatibility, performance efficiency, maintainability, flexibility
(portability), safety, and interaction capability (usability). Testing is a way of measuring qual-
ity, and as such, these quality characteristics can serve to identify testing objectives for a test
experiment.

During the experimentation, the actual behaviour of SUT is observed, which is compared with
what the SUT should do, i.e., the desired, specified, or required behaviour. This implies that
for testing there shall be some idea or information (specification, requirements) of how the
SUT shall behave. Sometimes the term ‘oracle’ is used to express the expected behaviour.

Sorts of Testing There are different kinds of testing, depending on the quality characteristics
being tested, the degree of accessibility and observability of the system being tested, and the
level of system composition being tested; see Fig. 2.1.

Different quality characteristics can be the objective of testing, leading to, e.g., performance
testing, usability testing, reliability testing, security testing, and functionality testing.

A traditional distinction in software testing is between black-box and white-box testing. In
black-box testing (functional testing or specification-based testing), the SUT is seen as a
black box without internal detail, which can only be accessed and observed through its exter-
nal interfaces. The basis and starting point for black-box testing is the specification, or the re-
quirements, of the system, which shall prescribe what the SUT shall, and shall not do, when
observed from the outside. In white-box testing, the internal structure of the SUT, e.g., the
structure of the code, is the basis for testing.
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Figure 2.1: Sorts of testing.

Software systems can be tested on different levels of composition or aggregation. On the
lowest level, the SUT is called a unit, e.g., a function, method, or procedure of a software pro-
gram. The next step going up is to test modules or classes having a couple of functions or
methods. A number of modules can be combined in a software component leading to com-
ponent testing. Testing the combination, or integration of modules is also referred to as in-
tegration testing. Components can be composed into subsystems which can be tested, and
then complete systems, and even systems-of-systems can be tested [5]. The highest level is
also referred to as end-to-end testing.

Unit testing is usually simple, cheap, and easy to automate, resulting in a lot of this type of
testing to be performed. While going to higher levels, testing usually gets more complex,
more expensive, and more difficult to automate. This means that less and less tests are ex-
ecuted on the higher levels. This relation between level and the number of tests is often vi-
sualized as the test pyramid; see Fig. 2.2. The test pyramid is also guiding, in the sense that
it suggests to do a lot of testing and to detect as many bugs as possible on the lower levels,
because that is cheaper and easier than testing on the higher levels. Yet, many properties,
such as emerging properties like performance, security, interoperability between compo-
nents, and end-to-end functionality, can only be tested on the higher levels.

Figure 2.2: Test pyramid.

Another distinction that is often made (not in Fig. 2.1), is that between active and passive
testing, or monitoring. In active testing, the tester controls and observes the SUT in an active
way by giving stimuli and triggers to the SUT, and observing the responses to these stimuli,
as opposed to monitoring, where the tester only passively observes what the system is do-
ing, usually during normal operation, without influencing the SUT. According to the descrip-
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tion of ‘testing’ given above, monitoring is not really testing.

In this report, referring to the dimensions described above, we mainly concentrate on ac-
tive, black-box testing of functionality of the software part of CPS. This by no means implies
that other kinds of testing are less important, less interesting, or less challenging. Those are
investigated elsewhere, e.g., security testing [23], safety testing [24], performance assess-
ment [25], and monitoring [26]. The choice for the current report makes it possible to focus
and achieve a certain depth in discussions, while still being broad enough for plenty of chal-
lenges, see Chapter 3, that are relevant for CPS in the high-tech equipment industry.

Quality and Testing Testing is one way of checking software quality. There are other meth-
ods to assess and get confidence in the quality of a software product, such as static analysis,
code inspection, reviewing, formal verification, model checking, and many more. In static
analysis, the software code is (automatically) analysed for static properties such as well-
typedness, correct variable declarations, and coding conventions [27]. As opposed to testing,
static analysis does not require execution of the SUT itself. Inspection and review consist of
thorough human checking of code or other development artifacts. Also with this method,
the SUT is not executed. Model checking is a form of formal verification, where a model of
the SUT is checked for required properties, supported by tools such as model checkers [28].
An abstract model of the behaviour of the SUT is constructed, and then formal verification
aims at showing that a system has specified properties by proving that this model satis-
fies these properties. Thus, the model is checked and not the real, executing system, which
means that any formal verification is only as good as the validity of the model on which it is
based. Testing, on the other hand, works on the real, executing SUT, but due to the inherent
limitations of testing, such as the limited number of experiments that can be performed in a
reasonable time, testing is never complete and can never prove properties: “testing can only
show the presence of errors, not their absence” [29]. Model-based testing intends to com-
bine models and testing, by showing through testing that the real, executing SUT behaves
in compliance with its model [30, 31, 32, 33]. None of these methods, naturally, is the silver
bullet for checking software quality. Only a well-chosen combination of different methods
can lead to high-quality products.

Testing, and the methods mentioned above, are product-oriented ways of assessing qual-
ity, i.e., the product itself is central in determining quality. An alternative is process-oriented
quality assurance: not the product is core, but the process with which the product was de-
signed, developed, implemented, and tested, with the underlying assumption that, if the
process is good, then also the product made during this process will be good. Examples of
this approach are IS-9001 [34], CMM (Capability Maturity Model) [35], and other SPI (Soft-
ware Process Improvement) approaches. A third approach to quality, is to put the people do-
ing a specific task central, with the underlying assumption that, if a well-educated, sworn-in,
specifically appointed, knowledgeable person performs a particular task, the result will have
high quality. Examples are mainly in other disciplines and not in software engineering, e.g., a
chartered accountant or a sworn-in notary.

Traditional Testing Challenges In this report, a number of challenges for testing of CPS will
be discussed in Chapter 3. The emphasis is on CPS specific challenges, challenges with in-
creasing importance, challenges that are new, or that can be expected in the (near) future.
There are also a couple of more ‘traditional’ challenges that are well-known in the testing
community, and that have been discussed extensively in the general testing literature [18,
19, 36, 37, 27, 20, 16, 21]. They are mentioned here for completeness without further dis-
cussion.
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The SUT:

• testing without (clear) specifications or requirements;

• dealing with parallelism, concurrency, and race conditions in software, leading to un-
certainty, nondeterminism, and flaky tests.

Sets of tests (test suites):

• what is a ‘good’ test suite, and how to get or make them;

• how to determine the coverage of a test suite (a-priori coverage) or after test execution
(a-posteriori coverage);

• when to stop testing, i.e., when is there sufficient confidence that the SUT is of good
quality.

Regression and re-testing:

• test-suite maintenance and maintenance of test automation;

• test selection and prioritization from an existing test suite, in particular, for re-testing of
new versions/patches;

• how to speed up re-testing of new versions/patches.
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3 Challenges

Testing cyber-physical systems (CPS) is challenging, and testing future generations of CPS
might even get more challenging. A number of challenges are discussed in this section; no
solutions are proposed. The emphasis is on the software part of CPS, cf. Chapter 2. The or-
der of the challenges does not imply any importance or priority. The classification into dif-
ferent challenges is subjective. There is overlap and there are relations between different
challenges, some challenges could be split or combined, and some challenges may reinforce
each other or the traditional testing challenges described in Sect. 2.2.

3.1 Multi-Disciplinarity
The first challenge is due to the nature of CPS. CPS have a physical part and a software part
that must work together to provide the required functionality. To test such systems com-
pletely, knowledge needs to be combined from different disciplines: on the one hand physics,
mechanics, optics, mechatronics, electronics, etc., and on the other hand software engineer-
ing, data processing, etc. These different disciplines are supported by different theories and
modelling formalisms, e.g., continuous systems modelled with PDE (partial differential equa-
tions) vs. discrete systems modelled as Turing or state machines. They lead to different views
on the system, e.g., a modern car viewed as a mechanical object with computational control
units or as a computer on wheels, also called a ‘software-defined vehicle’. These disciplines
use different development processes, e.g., waterfall-like processes for the physical parts, vs.
agile for software. And they have different testing methods and fault models, e.g., reasoning
based on statistical independence of failures for physical systems that wear out, vs. discrete
output and transition faults of software, where any fault is always a design-time, coding, or
update bug. Lastly, they require different expertises and different people skilled in these dis-
ciplines. All this makes testing CPS difficult, demanding, and challenging, even if the focus is
on only testing the software part of CPS.

Figure 3.1: Multi-disciplinary cyber-physical systems and their modelling.

Because of these differences and challenges, and also because copies of the physical parts
are almost always very expensive and not readily available, the software part is usually tested
in isolation as much as possible. In order to do so, the physical part is simulated, that is, the
behaviour of the physical part is mimicked in software, referred to as stub, mock, test double,
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virtualization, digital twin, or just simulation model. Also the external system environment,
e.g., weather conditions, can be modelled and simulated in this way during testing. This im-
plies that not only the real system is tested, cf. the Def. of ‘testing’ in Sect. 2.2, but that also a
simulation model can be part of what is being tested.

A simulation model of the physical parts allows to test the software without its physical parts,
yet, in a context that behaves as these physical parts. Advantages are that the software part
of a CPS can be tested without having the physical part that can be expensive, difficult to ob-
tain, dangerous, polluting, and unwieldy [38]. Moreover, the real physical part can be very
slow, e.g., a storm-surge barrier [39], or very fast, whereas in a simulation model, progress
of time can be adapted to fit testing purposes. Also triggering specific error scenarios, fault
injection, or environment conditions, e.g., weather conditions when testing autonomous ve-
hicles, is much easier in a simulation model than in a real system or environment.

On the other hand, a simulation model is always an abstraction of the real physical part
of the system and its environment, and the reaction of the CPS software part to every be-
haviour that is not precisely simulated is not tested. In addition, developing simulation mod-
els takes time, can be expensive, and still requires the combined expertise of software en-
gineering and the physical domain in order to make truthful, precise, and valid models. It
might be that different models are required for testing various situations, scenarios, and
properties. Model development in itself is a challenging expertise, making the right model
for various situations, for different quality characteristics, and on the appropriate level of ab-
straction. And then, these models have to be verified and tested, too.

3.2 Size and Complexity
The size and complexity of CPS software is ever-growing, e.g., counted by lines of code (LoC),
by the number of inputs, outputs, or internal states, by the causality (dependency) between
inputs and outputs, or by the number of components or microservices. The consequences of
this growth for testing are often underestimated. A larger system leads to an increasing re-
quired testing effort, but, unfortunately, this increase is not linear in the size of the system.
Worst-case, it is even exponential, in particular, if there are many causalities and depen-
dencies among components and between inputs and outputs, as Fig. 3.3 illustrates. Con-
sequently, in order to keep the same confidence in the system, the number of test cases
should also increase more than linearly, which is usually not feasible. The exponential in-
crease leads to the situation that testing cannot keep pace with the development of ever-
larger systems, hampering further innovation.

Figure 3.2: Combinatorial explosion leads to excessively large numbers of potential test cases.

A couple of trends aggravate the size and complexity challenge. The first trend is the habit
to make almost anything in modern software parameterized. From a testing perspective, a
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parameter is yet another input to the system, which multiplies the (theoretical) testing effort
with the number of values that the parameter can take. A second trend is to reuse software,
leading to (transitively) include many libraries which make software executables unnecessar-
ily large, claiming that if it doesn’t help it doesn’t hurt. For testing, however, it may hurt. The
linked software may contain bugs which are now imported into the software, in particular,
for security bugs the attack surface may increase dramatically. Moreover, when the software
evolves, this may lead to interoperability problems; see also Sect. 3.4. A third trend specifi-
cally for CPS software is that often system functionality is shifted from the physical part to
software, sometimes to the level that software has to correct or compensate for physical im-
perfections. Examples are a simple mechanical valve in a storm-surge barrier that is replaced
by sensors, actuators (pumps), and software controlling the pumps based on sensor values,
and software in a wafer-lithography system that compensates for physical imperfections of
wafers.

Test automation may raise the bar in what can be tested in terms of size and complexity, but
it cannot cope with the exponential increase. Moreover, traditional test automation intro-
duces new challenges in the size, management, overview, and maintenance of test suites, in
particular, when systems evolve; see also Sect. 3.4 and 3.10.

Figure 3.3: Testing effort grows exponentially with system size.

3.3 Variability
High-tech systems come in many variants, customized for different users using various fea-
tures, options, and configurations. This is often referred to as variability, product line, prod-
uct family, ‘mass customization’, ‘series-of-one’, or platform-based development. Variability
engineering tries to balance between, on the one hand, craftsmanship of building individ-
ual and customized products and, on the other hand, mass production with optimal reuse.
Different concrete products, i.e., product variants, are built by instantiating and choosing pa-
rameters and features in a product line or platform [40].

In product-line engineering, the goal is to instantiate as late as possible, and to perform de-
sign, implementation, analysis, and verification as much as possible on the product line or
platform level instead of for each possible variant, in order to reduce effort, time, and cost of
developing various products. This is also called ‘family-based’ or ‘lifted’ analysis.

Testing, however, involves executing experiments on a concrete, instantiated product. Test-
ing a not-instantiated product line is impossible. So, what looks like an advantage for design
and implementation, turns out to be a challenge for testing: ‘lifted testing’ is not an option,
and each concrete product should be tested individually. But due to the combinatorial explo-
sion of the number of possible variants, cf. Fig. 3.2, testing all of them is usually not feasible.
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The alternative would be to test only those products that are actually delivered, but then for
each new customer or delivered product all testing must be repeated.

Consequently, variability adds another dimension to size and complexity, making testing
harder. Also here, due to the combinatorial explosion, the testing effort grows exponentially
with the number of variation points, features, or configuration parameters, implying that it is
impossible to test all relevant behaviours for all instantiated products of a product line. The
challenge then is how to cope with the explosion of variants, and to make clever and rea-
soned selections of variants for testing.

For CPS, variability can be in the physical part and in the software part, with usually many de-
pendencies between them, e.g., particular software controllers or drivers must be installed
depending on the configuration of physical components. This also leads to having config-
urable simulation models for the physical components, cf. Sect. 3.1, which, again, increases
complexity, but which may also help testing variability, enabling faster switching between
different simulation model variants [38].

3.4 Evolution
Systems evolve over time through updates, upgrades, and replacement of components, in
order to fix faults and adapt to changing requirements, user needs, and contexts. Change
over time is called evolution, and leads to different versions of a system [3, 4].

Evolution leads to yet another dimension of complexity, in addition and orthogonal to inher-
ent complexity (Sect. 3.2) and variability (Sect. 3.3) [7]. Each variant can have different ver-
sions, and a new version can spawn new variants, which all have to be tested. Ever faster,
continuous delivery of new versions requires faster testing of updates, changes, and ad-
ditions, leading to continuous testing (CI/CD – Continuous Integration/Continuous Deliv-
ery/Deployment). More and more often, testing is the bottleneck when bringing upgrades
and new versions to the market. Thus, evolution makes testing more challenging.

In order to speed up testing of evolving systems, in addition to test automation, change im-
pact analysis might help to decide what to re-test and what not, thus reducing testing effort
for upgrades and new versions. The field of systematic change impact analysis for testing is
still in its infancy.

3.5 Components
Decomposition is a standard design and development technique for building large and com-
plex systems: such systems are built from sub-systems and components, which, in turn, are
decomposed. Components are heterogeneous: some components may be newly built for
a particular system, others are legacy, acquired externally from suppliers, open source, out-
sourced, or off-the-shelf. All these components are very different in terms of quality, avail-
able specification and documentation, openness, and the depth of testing they have un-
dergone. Decomposition into components helps in mastering complexity, for outsourcing
parts of development, and in reuse of components developed elsewhere. Component-based
development involves a multi-level, hierarchical approach, starting small with functions,
methods, often referred to as units, combining these into larger modules, then into compo-
nents and larger components, sub-systems, eventually into a system, and perhaps even into
systems-of-systems. In software testing, this hierarchy is often represented in the form of a
test pyramid; see Fig. 2.2.
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Component-based development requires a clear testing and integration strategy, which
comes with a number of challenges:

• An important question is where to concentrate test effort, and to guarantee that cor-
rectly tested components integrate into correctly functioning systems. Testing can
be on the lower levels in the test pyramid, where testing is usually cheap, fast, and
automated, but where not the whole system is tested, and in particular, interactions
between components are not tested. Testing can also be on the higher levels where
testing is more expensive and slow, often manual, and building a test environment is
cumbersome, but more interactions and functionalities can be tested end-to-end. The
general opinion is that every fault should be detected on the lowest level possible. It
is not always easy to find out which level that is, and to select which tests still have to
be performed on the higher levels, if lower-level tests have been done. Optimization of
testing over the levels of the test pyramid is a challenge.

• If components come from elsewhere (reuse, outsourced, open source, legacy, etc.),
then an important question is to what extent these shall be (re)tested, taking into ac-
count that reuse of external components provides additional functionality but probably
also additional bugs. Strategies for acceptance and testing of external software range
from complete trust of the supplier (no testing by the acquirer at all), conformance
statements (no testing but the supplier declares correctness and takes responsibil-
ity), evidence of testing by the supplier (component-acceptance testing), light-weight
retesting by the acquirer, until complete re-testing of components by the acquirer,
which, of course, can be very costly.

• An additional challenge pops up, in particular for CPS, if also physical components have
to be integrated, or if simulation models of these physical components are used in test-
ing. In case this concerns the real, physical component, testers are confronted with the
challenges described in Section 3.1. When a simulation model is used, the question is
to what extent this model has been, or shall be tested, and to what extent it can be
trusted to show valid behaviour.

• Also components come in different variants and configurations; cf. Sect. 3.3, with usu-
ally many dependencies between components, i.e., some component variant can only
work with a particular variant of another component. More and more often, system
failures are not caused by coding errors, but by wrong combinations of component con-
figurations and parameters. The number and variation of these configuration parame-
ters is ever increasing, leading to yet another combinatorial explosion that complicates
testing.

• Analogous to the combination of compositionality and variability, also the combina-
tion of compositionality and evolution creates yet another source of combinatorial
complexity [41]. Systems evolve, e.g., by replacing components, but also components
themselves evolve. The new component itself must be tested for correctness, but also
for correct interoperability with its environment, i.e., the other components in the sys-
tem; cf. the infamous Ariane V failure [42]. Like for variants, not every version of one
component can interoperate correctly with every version of other components, so, the
integration shall be tested. Since testing all combinations is not feasible, again, a selec-
tion has to be made, and arguments for such a selection must be reasoned.

A particular instance of the version problem is the inclusion of external or system li-
braries in software code. Usually, these libraries (components) are not tested when im-
ported. Both the importing software and the imported libraries evolve, which at some
point may lead to interoperability issues. Moreover, there is the well-known dilemma
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of software developers to include a fixed library version or the latest. In the first case,
you do not get (security) bug fixes, but in the second, the library may evolve leading to
interoperability issues even if you do not change your own software.

A currently popular architecture for decomposition of monolithic systems into subsystems, is
the microservices architecture. This will be discussed separately in Sect. 3.13.

3.6 Connectivity
Yet another layer of testing challenges is formed by systems not operating in isolation, but
being connected to other systems, forming systems-of-systems (SoS), which provide func-
tionalities that the individual systems cannot provide [43, 5] The difference between com-
ponents (or sub-subsystems) composing a system and systems composing a system-of-
systems is governance, ownership, and independence. Whereas a single system is designed.
operated, and controlled by a single party, there is no single party that operates, controls,
and is responsible for an SoS [44]. Connected systems and systems-of-systems pose new
testing challenges:

• Connectivity, naturally, adds to size and complexity, usually combinatorially, making
testing more challenging, as discussed in Section 3.2.

• For testing systems-of-systems, that is, systems that are connected to many other sys-
tems, and that depend on those other systems for providing functionality, global speci-
fications of behaviour are usually missing.

• Testing an SoS means that the tester has no ownership and control over some systems
in the SoS, which leads to uncertainty and complicates testing. Moreover, during the
testing phase of the own system, these other systems are usually not available, neces-
sitating the development of simulation models for these other systems, which leads to
extra cost, effort, and the question of validity of these models.

• No complete ownership and control over an SoS implies that the other systems can
be updated, adapted, or removed from the SoS, or that a new system can join the SoS
without notice. The SoS configuration is dynamic and can change during operation,
and this configuration is not known during the design and testing phases. Consequently,
complete testing during development is not possible. Instead, this form of dynamics
leads to the necessity to extend testing to the operational phase, either as active test-
ing or as monitoring (passive testing); see Sect. 3.11.

• Connecting a system to another system may make it more difficult to determine what
exactly the SUT (System-Under-Test) is and what its test-interfaces are. The boundaries
between a system and its environment become blurred.

3.7 Quality Characteristics
For software systems, the current, commonly used quality model is ISO/IEC 25010-2023
[22], with 9 main software quality characteristics; see Sect. 2.2. A quality model is not fixed
and may change over time, with adaptations made to the quality characteristics.
ISO/IEC 25010:2023 was preceded by ISO/IEC 9126:1991, ISO/IEC 9126:2001, and ISO/IEC
25010:2011, where “security” and “compatibility” were added as main characteristics.
In ISO/IEC 25010:2023, “safety” (and some sub-characteristics) was added compared with
ISO/IEC 25010:2011.
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Classical testing, and many classic testing books, mainly deal with testing of the quality char-
acteristic “functionality”. Over time, other quality characteristics increased in importance,
e.g., security, safety, usability, and, consequently, testing for these quality characteristics
also became more important, also leading to new testing techniques specific for these qual-
ity characteristics, e.g., fuzzing for security testing [45, 46, 47]. From a testing perspective, a
challenge is that many of these other quality characteristics are non-compositional, some-
times referred to as emerging properties. Whereas testing of components for functionality
contributes to confidence in the correctness of the system built from these components,
this does not always hold for emerging properties. This means that testing components for
emerging properties may not help in achieving these properties on system level. In other
words, the test pyramid, see Fig. 2.2, loses its value, implying that emerging properties can
only be tested by expensive and labor-intensive tests on the highest level, sometimes even
on systems-of-systems level. An example is safety for cars, which is considered on SoS level,
i.e., not testing individual cars but sets of cars.

In the future, new quality characteristics, i.e., new kinds of properties for ICT systems, may
pop up. Candidates are sustainability, fairness (for AI), and ethics [48]. Consequently, new
testing methods and techniques may have have to be developed for these new quality char-
acteristics, such as sustainability testing and fairness testing.

3.8 Environment
When testing, there is a system under test (SUT), but also the environment of the SUT. Tra-
ditionally, the emphasis is on studying and engineering the system: the system is specified,
designed, implemented, tested, and deployed, and the reasoning is from the point of view of
the system, i.e., the system is described and specified in terms of accepted inputs, provided
outputs, and perhaps some internal states of the system itself. An example is a traditional
calculator, which is completely specified by the relation between numbers representing in-
puts and outputs representing the result of calculations on these numbers.

Figure 3.4: System Environment.

For ever more modern systems, there is an increasing role for the environment. Require-
ments on the system are expressed depending on the environment, e.g., “an autonomous
vehicle (AV) shall be safe and shall not collide with other vehicles.” Satisfaction of such re-
quirements depends on the behaviour of the environment, i.e., the other cars, but also the
weather may influence the probability of a collision [49]. Generally, required system behaviour
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is expressed with respect to some possible behaviour of the environment. Safety is a quality
characteristic that is typically specified in terms of a system behaving in its environment, but
also security threats can be attributed to environmental actors (a threat or attacker model).
Consequently, when testing for such requirements, the behaviour of the environment, e.g.,
the behaviours of the other cars, must be taken into account [50].

One might think of the environment as just another input, e.g., in an AV it manifests as in-
put data to sensors that is then processed by the system. A test case could be constructed
by providing inputs to these sensors and observing the reaction of the system. With such a
view, however, it would be difficult to take into account the relations and dependencies that
exist between different inputs in a realistic environment, both in space – different sensors
making observations of the same object – and in time – a sensor observing the same object
on different moments in time. Not considering these relations and dependencies would lead
to many, or almost all test cases not reflecting realistic situations, actually testing would be
more like fuzzing [46]. It would be difficult to make a test case that tests whether an AV cor-
rectly recognizes another car. Taking these relations and dependencies into account would
require specifying them, e.g., as constraints over the inputs. But then, most likely the easi-
est way to do that, is to take the environment itself, and let realistic test inputs be generated
from environment data, or from a model or simulation of it. Moreover, many requirements
are specified with respect to an environment. A car shall not recognize all possible combi-
nations of inputs on its sensors, but only those that matter in a realistic environment. Also
requirements about safety, security, reliability, or availability are usually specified with re-
spect to some environment, e.g., a safety case for safety testing, or an operational profile for
reliability testing. No car is completely safe in all possible environments and, consequently,
testing in all possible environments is not practicable and not useful.

Environments are very heterogeneous and diverse, showing many different behaviours, they
can be friendly (co-operative) or adversarial (hostile), they concern different (quality) char-
acteristics, they can consist of software, physical processes, or humans, they can be pre-
dictable, less predictable and uncertain, or completely unpredictable and chaotic, e.g., the
weather when testing an AV. Moreover, environments can change in directions not foreseen
when designing the system, and system and environment may mutually influence each
other, sometimes in ways not anticipated in advance. Consequently, many different envi-
ronments with a myriad of varying behaviours must be taken into account, thus adding yet
another dimension of high complexity to testing.

The physical part of a CPS is part of the friendly environment of the CPS software. In contrast,
the weather, e.g., a thunderstorm, is a potentially adversarial environment, while another car
can be both friendly and adversarial for an AV, e.g., it is friendly by driving on the right side of
the road, but yet, it may still make movements causing it to collide.

Testing a system in all its possible environments and for all possible current and future en-
vironment behaviours is impossible, and making selections over environments for testing is
even more challenging than selecting test inputs for the SUT. Moreover, it is difficult to elicit
specific environmental behaviour when testing in real environments, so, like for the physical
part of a CPS (Sect. 3.1), the environment must be modelled and simulated for testing [24].
On the one hand, this makes it possible to simulate all kinds of environment behaviour that
occurs rarely in reality, yet, on the other hand, any behaviour that is not explicitly modelled in
the environment model, will never be tested at all (the infamous ‘black swan’) [51]. Having
valid and trustworthy environment models, obtained by explicit modelling or by derivation
and learning from environment data, is crucial for testing systems that can operate correctly
in diverse, uncertain, and potentially hostile environments.
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3.9 Climbing the Pyramid
Unit testing, i.e., testing the code of functions, methods, and classes, constitutes the lowest
level of the test pyramid; see Fig. 2.2. This kind of testing is usually performed by the pro-
grammers themselves and not by testers, it is supported by various tools, e.g., JUnit, and
it is often integrated in CI/CD (continuous integration/continuous delivery) pipelines. Many
projects and companies perform unit testing, also since it is relatively easy and cheap, yet, it
can detect quite some coding errors.

Many bugs, however, only occur when many units interact, e.g., integration, communication,
synchronization, and concurrency bugs. Also testing of user functionality, conformance to
requirements, and end-to-end testing must be done on higher levels, such as integration,
subsystem, or system level, or even system-of-systems level; see Sect. 3.6.

Testing on these higher levels is more challenging, takes more effort, and is more expensive.
Higher-level testing is often black-box and cannot use the information in the code. Some
kind of specification or requirements are needed to know what to test (which are sometimes
missing, cf. Sect. 3.10). Higher-level tests are more involved and more difficult to automate,
usually requiring some kind of domain-specific test tooling to access and observe the test
interfaces, instead of simply calling functions and methods as on unit level.

Moreover, not only the developed system code may contain bugs, but also ‘meta-code’, such
as build scripts, configuration and parameter settings, orchestration tools, containerization,
deployment tools, run scripts, etc., may contain bugs that prevent the system from function-
ing correctly. More and more bugs detected at system level, also after deployment, concern
bugs in such ‘meta-code’.

Another challenge of going-up in the pyramid is abstraction. Naturally, higher-level tests
lead to abstraction from lower level details. An abstraction gap may occur between abstract
system-level requirements and the concrete test cases that test for these requirements. An
example is a printer printing a pdf-file. An abstract action may be “print pdf-file”, whereas
the concrete actions on SUT level would involve steps like creating a valid pdf-file, warming-
up the printer, inserting the pdf-file in the print queue, taking a sheet of paper, printing the
sheet with the first page, taking the next sheet, …. Another, extreme example is the require-
ment given in Sect. 3.8 stating the required safety of a car, which is a very abstract require-
ment, that has no direct relationship to steps to be performed on the SUT to concretely test
for this property. In addition, abstraction from details, e.g., the details of an internal decision
in the SUT which we do not know, or do not wish to know, may lead to uncertainty, nonde-
terminism, or probabilities in tests. This means that the expected output of the SUT cannot
be uniquely predicted anymore.

Going-up can go even further, beyond developing and testing single systems as products.
There is a trend towards ‘servitization’: offering services or ‘solutions’ instead of systems,
software-as-a-service (SAAS), and cloud solutions, aimed at minimizing total cost of own-
ership. A question then is what the important quality characteristics of such services and X-
as-a-service solutions are, and how to test these.

Altogether, these challenges lead to the preference for low level, cheap, easy unit tests, yet,
also high-level tests are necessary. A shift-down towards unit test could reduce cost, but not
everything can be tested on that level. An important question is what to test on which level
of the test pyramid of Fig. 2.2, optimizing over cost, required coverage, and quality.
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3.10 Agile and Test Automation
If agile software development is applied, usually at the lower levels of the test pyramid, many
of the artifacts and deliverables that are typically used in the traditional way of developing
software, are absent or are changed as the project evolves. The software developers are ex-
pected to code and test in quick succession, where tests serve as flexible, partial specifica-
tions of the behaviour of the code. This test-fast-and-often paradigm requires a high level of
test automation, usually within CI/CD pipelines.

As a consequence, large repositories of scripted tests are created. Maintaining these test
repositories is difficult, since there are no objective means for establishing whether tests are
redundant, overlapping, or even meaningful. The sheer size of the test repositories poses a
test execution problem, causing the testing process to take an excessive amount of time and
requiring a lot of resources. Moreover, these test repositories tend to grow by adding tests,
whereas removing tests turns out to be much more difficult, in particular, if added by some-
one else, probably not in the project anymore, and without clear documentation what the
test really tests.

These test repositories of fixed, scripted tests suffer from the so-called ‘pesticide paradox’:
each time executing exactly the same tests will not discover any new faults, giving a proba-
bly false feeling of quality of the product [27, 21]. Variation in tests is necessary, but difficult
to achieve. If, on the other hand, the system is modified, these tests are often used as im-
plicit system specification, i.e., as a safety net catching regression faults. This leads to too
much reliance on these tests, since they are more often than not incomplete as an implicit
specification.

While software developers may contribute quite a number of tests during development,
those tests often remain at unit level. Since in an agile process, it is often not precisely known
what the system should do when coding starts, there is not always a prior agreed upon (func-
tional) specification that the system should meet. Thus, test engineers do not have a solid
basis to start designing their tests, in particular, for tests at higher levels beyond unit testing.

3.11 Runtime Testing
A traditional software-system life-cycle model consists of a number of linearly ordered, se-
quential phases, such as inception (the start: what are we going to do), development (re-
quirements analysis, design, implementation, testing), release (“throwing it over the wall”
and developers are done), deployment (making it work in some production environment),
operation (continuous use of the system, including maintenance: fixing bugs, improvements
to meet new requirements, adapting to changing environments), and decommissioning
(transferring to a new, other system). An example of such a model is the classic waterfall
model. Though not necessarily executed sequentially, such a model does represent a con-
ceptual ordering. Testing is a phase in such a life-cycle model.

Modern software-development life-cycles are not linear and sequential, but more cyclic and
concurrent, where phases are intermingled [6]. For example, in DevOps, the work of devel-
opment ‘dev’ and operations ‘ops’ are integrated, which is often represented in the ‘DevOps
pretzel’; see Fig. 3.5. The system evolves constantly, while continuously new versions are de-
veloped, using data that is obtained from monitoring systems during operation, and applying
agile processes; cf. Sect. 3.10. At any moment, there is a version in any of the phases, making
the phases concurrent and continuous: CI/CD, i.e., continuous integration and continuous de-
livery/deployment. The goal is to have planned modifications quickly available in operation,
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Figure 3.5: DevOps Chain.

without sacrificing quality. A modification can be a fix, an improvement, or an adaptation, it
shall be small to speed up its processing through the phases, and the activities in the differ-
ent phases shall be automated as much as possible.

Consequently, also testing in DevOps shall occur continuously, test suites shall be constantly
available, they shall evolve with the evolving system, and testing shall be fully automated.
More and more often, testing becomes a bottleneck in keeping up the speed of continuously
changing and updating systems. Maintenance and adaptation of test suites following the
planned and implemented system changes and updates, i.e., test change impact analysis, is
a growing challenge.

Future systems may even go a step further. Whereas in DevOps, testing is still a development
activity, see Fig. 3.5, such pre-deployment testing may turn out to be insufficient for next
generation systems. Such systems, or systems-of-systems, will not only deal with planned
changes for repair, improvement, or adaptation, but they will also have to deal with unplanned,
dynamic changes, i.e., changes during operation. Examples are changes in the environment,
in third party components, or in used services, dynamically added, removed, or updated
components or services, dynamic reconfiguration, and dynamically changing deployments,
i.e., runtime mapping of software executables to different computing devices, usually virtual
ones.

This dynamic evolution (runtime evolution) leads to systems that behave autonomously,
which means that at runtime, i.e., during operation, they will change their behaviour, adapt-
ing to the changes with which they are dynamically confronted. Complete pre-release test-
ing of such systems is an illusion, which means that a way of runtime testing and quality
control is required, so that testing can continue after release. Currently, after-release test-
ing is often restricted to monitoring (passive testing). The runtime testing challenge is how to
extend testing after release to dynamic and active testing, in order to enhance the correct-
ness, resilience, robustness, reliability, security, and dependability of systems during runtime.
The development of such runtime tests, however, is difficult, in particular, they should by no
means interfere with the normal operation of the system, and even after a failing test the
whole system (of systems) must continue some kind of safe and normal operation.

3.12 AI and Testing
Although AI has been around for decades, the latest developments in AI, in particular devel-
opments around LLMs (Large Language Models), make that it is currently among the most
disruptive new developments. Also in the area of CPS, AI is becoming increasingly used, in
many different ways. It is used, among others, for system development, requirement analy-
sis, software development, and testing, and it can be embedded in the system under devel-
opment itself. AI is rapidly evolving, the field is still immature, and a lot of things are unclear,
posing a lot of new challenges when testing systems. AI brings new testing challenges, but
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also new opportunities for testers. We discuss testing of AI-generated code, testing with AI,
and testing of AI.

Testing AI-Generated Code AI can be used for programming. It lets programmers (co-
)generate code via tools such as GitHub Copilot, ChatGPT Codex, and Claude. While such
code may compile just fine, it might be inadequate at solving the problem it is meant to
solve. The code is generated starting with a prompt, which then serves as a kind of implicit
specification for the code. Testing a program generated with AI is not that much different
from testing a traditional program, only that it may be unclear what the basis for testing
should be and what is then actually tested. The generated code can be tested (white box
testing) but with respect to what, i.e., what is the oracle. The code can be tested with re-
spect to the prompt specification, but this may raise questions about the correctness of the
prompt and it tests more the AI code generation process then the resulting code. The gener-
ated code can be tested with respect to an independent specification or requirements, which
must be available, and this poses questions about the relation between this specification and
the used prompt. AI could also be used to (reverse) engineer a specification from the code.
In general, a question is whether the automatic or supported generation of code, or of any
other engineering artifact, with AI or with some other tool, will change the relation between
these artifacts. This includes how this generation will influence the testing strategy, which
artifacts will be tested with respect to what, and the kind of properties that will be tested.

Testing with AI It is hoped, and expected, that AI will contribute to improvements in test-
ing, and to solving some of the testing challenges, e.g., by better analysis of requirements,
faster generation test cases, and more precise analysis of test outcomes. It is yet a chal-
lenge to figure out for which activities and how best to deploy AI to increase the effective-
ness and efficiency of testing. Currently, there is a lot of experimentation, mainly for lower
level testing like unit testing [52, 53], and with positive as well as negative results. Additional
research has to be carried out to investigate whether AI can indeed improve the efficiency
and effectiveness of testing. Possibly interesting questions are whether or how AI-generated
code can be tested with AI-generated tests, without getting into an incestuous situation,
and whether faults detected with AI-generated tests could also be repaired with AI.

Testing of AI Systems that contain AI, e.g., decisions or outputs of the system are deter-
mined by ML (Machine Learning) models learned from data, are fundamentally different
from traditional algorithmic systems. Neural networks, for example, pose a challenge when
testing them since they are based on training the net using large amounts of data. For such
networks, it is often impossible to describe the desired behaviour, and it is currently also not
clear what types of properties should be tested. One may think of robustness of the net, but
also determinism and quality of the net, in particular, as it evolves over time. While it is clear
(though perhaps difficult) what to do with test failures in classical software, the same cannot
be said of software whose behaviour is largely determined by the neural network. Moreover,
there are different artifacts that can be tested in case of a neural net: shall the machine-
learning (ML) algorithm that generated the model be tested, or the training data that is input
data to ML-algorithm, or the running system processing user data? Traditional ML-testing
splits the training data so that part of it is used for training and another part is used for test-
ing. The proverbial black swan will probably not be detected by such a test set that is analo-
gous to the data set that was used for training the system.

A next step in testing of AI-based systems is when the AI-based system can continue learn-
ing during operation, adapting its model and its behaviour to new situations; see dynamic
testing in Sect. 3.11. Systems will increasingly incorporate AI, but testing such systems is still
in its infancy.
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3.13 Microservices
Microservices, or microservice architecture (MSA), are an architectural approach in which a
software system is decomposed into a collection of smaller subsystems, called services, that
are loosely coupled and work together to provide the functionality of the system [54, 55].
They can be seen as a further evolution of component-based development; see Sect. 3.5.
The services are small and independent programs, that are separately deployed, indepen-
dently running, and that communicate with each other via messages using standard, light-
weight protocols and well-defined API-interfaces. A service implements a single (business)
functionality, it has its own data, resources, and domain logic, and it does not assume any
shared resources or a specific host machine. This means that there is a flexible mapping of
services to computing hardware, often using virtual machines or containerization. Moving to
the cloud often comes with the need to go from monolithic architectures to microservices.

Each service is an independent component, that is developed and owned by a single team,
using its own implementation technology and programming languages, leading to technical
diversity in the collection of services. The stable points are the technology-agnostic com-
munication protocols (often http-based) and defined APIs for communication between ser-
vices. A microservices system (MSS – a system built as a composition of microservices) is a
distributed system.

Being independent implies that microservices can be independently developed, built, re-
leased, deployed, executed, decentralized, updated, and stopped, thus reducing code inter-
dependency, while improving modularity, flexibility, scalability, and evolvability, as long as
they comply with their APIs. A change to a small part of the system only requires rebuilding
and redeploying the microservices involved. Lack of performance of a particular microservice
can often be solved within that microservice by scaling computational resources or running
multiple instances of that service. MSA pairs well with agile development processes, continu-
ous integration and delivery (CI/CD), and automation of the whole release, deployment, and
execution process, thus leading to faster development cycles. Though less common than in
the domain of traditional enterprise applications, MSA is increasingly used in the CPS domain
[56].

While there are many benefits on the development, deployment, maintenance, evolution,
and management side, the use of microservices does come with some challenges on the
testing side. Actually, almost all of the previously discussed challenges cf. Sect. 3.2 – 3.11,
appear when testing microservices.

Size An MSS can be composed of hundreds or even thousands of microservices [57]. Such
a system is huge in size, making it difficult to test it as a whole (end-to-end testing), or to
choose and identify what exactly the product or SUT is that shall be tested. When testing a
composition or cluster of microservices it may be difficult to identify what belongs to the SUT
and what is part of its environment, even more so when some of the services are external. If
not the whole MSS is tested but only a subset of cluster of services, then a testing approach
is needed that can cope with such clusters and involves compositional testing, stubs, mocks,
test doubles, and partial system specifications. Having a large MSS also poses challenges,
after a bug has been detected, on bug analysis, diagnosis, root-cause analysis, and repro-
duction of bugs in a concurrent system.

Complexity Individual services, each of which concentrates on one or a limited set of tasks
following the adage “do one thing and do it well” , have usually less complexity than a mono-
lithic system. The complexity, however, hits back in the interaction and communication be-
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tween microservices. An MSS is a distributed, concurrent system, with all the complexity of
synchronization, communication, concurrency, network latency, emergent behaviour, nonde-
terminism, and race conditions occurring in such systems, which make testing of distributed
systems a complex and challenging task. In addition, inter-service communication in mi-
croservices utilizes complex data objects due to the fact that services have their own data
and cannot resort to shared data resources, which leads to extra complexity in test-data
generation and building test harnesses.

Variability Microservices are deployed in different environments, cloud contexts, and or-
chestration frameworks, which means that they must be configurable for these diverse envi-
ronments. Such configuration and parameter settings are also prone to errors. Indeed, ever
more failures in large systems are due to configuration and parameter bugs as opposed to
coding errors.

Like for testing variability in general, see Sect. 3.3, there is the configuration selection prob-
lem for testing MSS, i.e., the dilemma to either test for a particular configuration, so that
testing must be repeated for each change of configuration or environment, or to test for all
possible configurations up front, which is usually an infeasible task, the more since also the
environment is configurable.

Evolution Microservices systems have fast development cycles which make them con-
stantly evolve. Evolution does not occur by replacing the whole system, but by replacing
some individual microservice or clusters of microservices. The fast development cycles lead
to the need for fast, automated testing. Replacement of microservices leads to the need to
test at runtime, see Sect. 3.11, and to test for different versions and version compatibility,
since different versions of a service may run in parallel. If in addition to evolving behaviour of
microservices with the same API, also API definitions themselves change, testing naturally
gets more complex.

Components Microservices act as components in larger systems, the difference being that
they are not statically included but dynamically, i.e., at runtime. Examples are auto-scaling,
i.e., dynamically creating more or less instances of a service to manage performance, and
adding services when they are dynamically becoming available and detected through service
discovery. This means that, in addition to all the challenges of Sect. 3.5, testing has to deal
with dynamically added, updated, and changing components. If these are external compo-
nents, then version and configuration information may not be known in advance, so that this
information can only be determined dynamically, e.g., through discovery, during testing, in-
troducing uncertainty (nondeterminism) in the testing process.

Connectivity An MSS is itself a distributed system, i.e., a composition of connected commu-
nicating services. A second layer of connectivity is constituted by all additional tools, utilities,
and platform infrastructure that make microservices run, such as virtualization, container
technology, orchestration, load balancers, auto-scalers, cloud infrastructure, configuration
settings, service registries, message brokers, and monitoring services. All this additional soft-
ware influences the quality, and thus the testing of the MSS. Moreover, this additional soft-
ware also evolves, has versions, and diverse configurations complicating the testing process.
Thirdly, microservices often form systems-of-systems with external services, using other ser-
vices offered “as-a-service”, which challenge the testing process.

Quality Characteristics All quality characteristics of ISO/IEC 25010-2023 apply to microser-
vices (Sect. 3.7). Since microservices communicate with each other via standardized means
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of communication, e.g., http, and since they are often run on external platforms (cloud),
there is currently a lot of attention for security in microservices systems.

Environment Analogous to connectivity, see above, the environment can be considered
at different levels. The environment of one microservice is another microservice, the envi-
ronment of a set of microservices is the additional software for orchestration, infrastructure,
etc., that makes an MSS run, the environment of a running MSS is the external services that
are used and the external environment to which the MSS finally offers services. Apart from
the layering in the environment there are no additional environmental challenges specific for
microservices.

Figure 3.6: Test pyramid for Microservices.

Climbing the Pyramid A single microservice corresponds to a single program, and thus can
be tested accordingly using traditional testing approaches. As argued above, the complexity
of a microservices system is not in the individual microservices but in the interaction between
the microservices. Consequently, there are layers in the test pyramid above testing a single
program/microservice. These layers express testing the integration of microservices and test-
ing the final microservices system, as depicted in Fig. 3.6. Also the interaction of the devel-
oped MSS with the orchestration and infrastructure utilities has to be tested on these levels.
Since on these levels the peculiarities of the MSS as a distributed, concurrent system, with all
the complexity of synchronization, communication, concurrency, network latency, emergent
behaviour, nondeterminism, and race conditions, has to be tested, it is doubtful whether the
pyramid form for this testing can be maintained, or that MSS-testing will turn it into a top-
heavy one, expressing that more tests are needed on the higher levels.

Runtime Testing An MSS is a dynamic system, in the sense that microservices can be added,
updated, changed, and removed at runtime. Consequently, the reasoning of Sect. 3.11 ap-
plies. An MSS cannot be completely tested at development and pre-deployment time. Run-
time monitoring and testing will be necessary. Currently, the emphasis is on passive runtime
monitoring of MSS, but monitors can only witness issues once they appear. In the future also
active runtime testing might be necessary, by adding special test services extending the pas-
sive monitors, in particular, if external services are used for which there is less evidence of
their quality. This may include API testing and contract-based testing [58].
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4 Research Directions

Based on the analysis of testing challenges in Chapter 3, a number of research themes are
identified. There is no explicit mapping between the identified challenges and research di-
rections: sometimes this relation is obvious, e.g., when discussing AI and testing in Sect. 4.5,
while other research directions are more comprehensive and apply to several challenges,
e.g., testability in Sect. 4.1 and modelling in Sect. 4.2. An overall selection criterion for re-
search directions is the perceived importance for TNO-ESI and its partners, but a systematic
study of current testing problems and shortcomings in industry was not performed; see also
[6, 59], or [8] for a broader context.

4.1 Testability
There are many challenges when testing CPS, and, all too often, testing comes as an af-
terthought, discovering too late that the developed system is difficult to test. In order to test
future generations of CPS, testing must already be considered during the architecture and
design phase of the system: how can the system architecture and its design already take
into account that at some time the system must be tested?

Testability is the degree of effectiveness and efficiency with which test criteria can be es-
tablished for a system, product, or component, and tests can be performed to determine
whether those criteria have been met [22], i.e., the ease with which a system can be tested.
It is important that early in the architecture and development phase, testability is explicitly
considered as an important quality characteristic, and that testers are stakeholders in the
architectural process, which is currently not often the case [2]. Considering testability in the
architecture phase may lead to alternative design choices, or to not include particular fea-
tures that are deemed untestable, or that may lead to a test effort explosion (e.g., reducing
‘feature fetishism’).

Research on testability shall consider questions like:

• How to measure and express testability of software [60, 61], systems, and their archi-
tectures?

• Which system attributes and architectural patterns increase or decrease testability?

• How to include testability in a systematic manner in the architecture and development
process?

• How to give feedback and exercise back-pressure towards the architecture and design
based on testability considerations?

4.2 Modelling
Increasing size and complexity leads to the need to consider testing at a higher level of ab-
straction, abstracting from details, and reasoning about the SUT, its behaviour, and its test-
ing using higher level concepts. This naturally leads to using models: “any description of the
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system that is not the thing-in-itself (das Ding an sich, according to Kant)” [62]. Though tra-
ditional software testing methods are mainly aimed at code-level testing, use of modelling
in the testing process is currently widespread. Models can be used for model-based testing;
simulation models as stub, mock, test double, virtualization, or digital twin, modelling soft-
ware as well as physical components, see Sect. 3.1; modelling and simulating the environ-
ment; and modelling users, usage, or usage scenarios.

Also during design, development, and implementation, i.e., in the left-hand side of the ’V-
model’, models can be used. This is often referred to as model-based systems engineering
(MBSE) [63] or model-based software engineering, comprising activities such as require-
ments modelling, models to represent, analyse, and document design, visualization, model
checking, conceptual analysis, implementation blue-print, and code generation.

Doing many modelling activities may lead to a situation where many different models are
used for the same system, with different properties, for various purposes, and used in dif-
ferent activities and phases of system development. Some models are descriptive, e.g., an
environment model describes how the environment may behave, whereas others are pre-
scriptive, e.g., a model for model-based testing serves as a specification, i.e., it prescribes
how the system shall behave. Some models are merely pictures and serve to support un-
derstanding of the system, whereas others are machine processable aiming at automation
and generating artifacts from the model such as code or test cases; some models serve to il-
lustrate possible behaviour, whereas others are intended to be complete over all behaviours.
Some models have a rigorous, well-defined formal (mathematical) semantics, whereas oth-
ers have a more informal semantics or rely on intuition.

So, there is a growing use of models in the design, development, and testing of CPS, but it
is unclear how all these models relate, whether they can be transformed into each other,
whether they can be used for other purposes than they were made for, and whether they
are complementary or contradictory for the same system. For example, an often used lan-
guage for MBSE in CPS is currently SysML(V2) [64, 63], and SysML models help in the design
and analysis of systems, but for (model-based) testing they do not seem very suitable [65,
66]. This quagmire of models may hamper further progress in model-based engineering.
Practitioners will not be inclined to make models, if they will have to make a dozen different
ones. What is needed, is a common view and integral approach to modelling, with a clear
understanding of which kind of models shall be used when, for which activities, and how dif-
ferent models relate. Research on such an integral approach to modelling in development
and testing may consider question such as:

• Which kind of models exist, what is their purpose, how are they related, and how do
they differ?

• Which models can be used for which activities? For example, for state-based model-
based testing there are, among others, ComMA [67, 33], the BPMN4S Mátala approach
[32, 59], TorXakis [68], and the Axini Modeling Platform [69].

• What are the properties of different kind of models in design, code generation, testing,
conceptualization, etc.?

• How to make (good) models, considering that making models in itself is a challenging
expertise, in particular, choosing the appropriate level of abstraction?

• How and where can a digital twin be used as model in CPS testing?
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• What is the relation between a model and reality (model validation), what abstraction
gaps exist, and where does abstraction introduce uncertainty (nondeterminism)?

• What will be the role of AI in modelling, can AI support the construction, modification,
maintenance, and use of models, and will the use of AI in system development replace
modelling or will modelling and AI be complementary [70, 71]?

4.3 Compositionality
Testing a CPS is challenging and sometimes problematic considering its size and complexity.
The standard engineering way to deal with size and complexity is trying to break the problem
down into smaller ones that can be solved, that is, decomposition. There are various ways of
decomposing the testing problem for CPS:

• decomposition according to quality characteristics, i.e., testing functionality, perfor-
mance, usability, etc. separately, which is a common approach in testing;

• decomposition according to the test pyramid, see Fig. 2.2, i.e., starting with unit testing,
and then continuing with integration tests, component tests, system tests, etc. As dis-
cussed in Sect. 3.5, there are some challenges related to testing according to the test
pyramid, such as optimization of testing over different layers, and the question under
which conditions correctly tested components integrate into a correctly functioning
system.

• decomposition of variability into features, where each feature specifies a slice of user-
visible behaviour [72, 73], which is then separately tested. Analogous to components,
the question is under which conditions correctly tested features make up a correctly
functioning system.

• decomposition of evolution into its replaceable and updatable units. Analogous to
components and features, the question is under which conditions a correctly tested
replacing unit results in a correctly functioning system, and what the additional impact
of the replacement on the correctness is.

• decomposition of (existing) test suites, so that they become more manageable.

Decomposition in testing (compositional testing) is often used in an informal and intuitive
setting, where the underlying, theoretical justification is missing. Decomposition for variabil-
ity and components as building blocks has been investigated in the MasCot TiCToC project
[74, 75, 76]. More elaborate investigations of decomposition in testing may lead to new pos-
sibilities and more systematic analysis to deal with the combinatorial explosion which is the
result of combining components. Such new approaches can go further than the classical ap-
proaches of combinatorial testing and pairwise testing, for example, by

• decomposing into orthogonal components, e.g., features that provably do not influ-
ence each other;

• performing mutual impact analysis, and restricting testing to the impact that one com-
ponent can have on the other, instead of combinatorially combining all possibilities;

• using alternative methods to check interoperability, i.e., the conditions under which
correctly tested components integrate into a correctly functioning system.
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4.4 Runtime Testing
In many current and future systems, e.g., autonomous and self-adaptive systems, complete
pre-release testing is an illusion. Some form of dynamic or runtime testing and quality con-
trol is necessary; see Sect. 3.11. Dynamic, runtime testing comes with many questions, such
as:

• What is exactly the SUT that is dynamically tested?

• How to test while not influencing or obstructing normal operation?

• How to develop or generate tests for dynamic testing? If the system evolves continu-
ously and dynamically, then also the tests have to evolve continuously and dynami-
cally, which means that a collection of tests cannot be prepared in advance.

• How to combine, integrate, and complement different ‘self*’-quality assurance tech-
niques, such as self-healing, self-protection, self-recovery, self-test, self-monitoring,
and self-reconfiguration?

• What is, or can be, the role of AI in such systems and their testing; see also Sect. 3.12?

• How to deal with, and reason about uncertainty and nondeterminism, since at devel-
opment and design time, there is a lot unknown about future system behaviour?

• How to use operational data, and what data to collect, when doing dynamic testing?

• How to deal with reproducability, analysis, and diagnosis of failures when doing dy-
namic testing?

4.5 AI and Testing
Ever more systems will contain parts that use AI, which means that sooner or later the ques-
tion will pop up on how to test such systems. Since AI works fundamentally different from
traditional systems that contain explicitly coded algorithms, this may require new testing
approaches and, probably even more, new bug analysis and diagnosis approaches. On the
other hand, using AI in testing may provide new opportunities, e.g., for generating test cases
or test analysis.

Both, testing systems with AI and using AI in testing are new and still in their infancy. Many
things are unclear and a lot has to be investigated and learned. Many conferences and work-
shop in these areas appear, and papers are published, but because of the rapid develop-
ments in AI, many of these papers are volatile and have a short half-life. Since it is not to
be expected that the AI movement will stop, corresponding testing questions will continue to
pop up, and research in this area is needed.

4.6 Microservices
In Sect. 3.13, testing of a microservices architecture (MSA) was discussed, and it was argued
that MSA has many of the testing challenges discussed in Chapter 3. So, MSA could be an in-
teresting case study and playground for investigating the challenges and possible solutions.
Moreover, MSA comes with a lot of structure, well-defined interfaces, and dynamic manage-
ment of components (microservices), which makes it possible to also investigate some other
aspects:
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• it makes MSA suited for investigating methods for decomposition in building blocks, cf.
Sect. 4.3;

• it facilitates applying formal modelling, formal verification techniques, and model learn-
ing (or test-based modelling, i.e., reverse engineering of a model from tests and obser-
vations) [77, 78].

• dynamic orchestration in MSA allows to create services whose purpose it is to test the
ecosystem, thereby generalizing the passive monitors, i.e., testing as a microservice,
which is part of the MSA.

4.7 More Research Topics
To conclude, a (non-exhaustive) number of additional topics and questions for possible ap-
plied research on testing for CPS are given. Some of these are related to the “Traditional Test-
ing Challenges” of Sect. 2.2.

• Too often, testers first have to reverse engineer the specification or intentions of the de-
velopers before testing can really start: how to improve the specifications and require-
ments on which testing is based?

• How can coverage be expressed, how can it be determined, and what does it say about
a test suite and about a SUT being tested?

• How can test-suite maintenance and maintenance of test automation be improved?

• Traditional testing is about comparing actual behaviour with expected behaviour. When
going up in the test pyramid, and making abstractions, uncertainty increases: how to
deal with uncertainty and nondeterminism in testing?

• Existing test suites can be huge, and are usually ever growing: how to select and prior-
itize from an existing test suite, when re-testing new versions or patches, and how to
speed up this kind of testing?

• Test automation for higher levels of the test pyramid usually takes more effort and
time than for the lower levels, because it is more domain specific and because there
is an abstraction gap between the high-level concepts of the test cases and the low-
level concepts of test execution: how to deal with bridging this gap and to facilitate
high level test automation?

• How to determine when to stop testing, i.e., when is there enough confidence that the
SUT is of good, or sufficient quality?

• Developing or selecting test cases can be based on usage behaviour of the system. This
is called statistical model-based testing, or usage-profile (SUP) testing [79]. Such SUPs
are obtained from usage logs of the system. It seems like an interesting approach to
testing, but it is not that often used: how to improve SUP testing and remove its bottle-
necks?

• Apart from testing, there are many other quality control and assurance techniques, see
Sect. 2.2: how to combine these techniques in the most profitable way?

• BDD (behaviour-driven development) is currently quite a popular specification and test-
ing approach in industry [80, 81]. It was developed in practice, without much input
from research: how to improve BDD, give it a better underpinning, and connect re-
search and practical developments?
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• Testing has to be embedded in development processes: how to embed testing in cur-
rent processes, such as agile, scrum, etc.?

• Quantum computing and quantum algorithms will pose new testing challenges, but,
once available, it will most likely also offer new opportunities for improving and opti-
mizing testing. At some time, testers will be confronted with the question to test quan-
tum-based system. This might take a while, however, and it is less urgent than testing
AI-based systems, but if quantum succeeds, one day the question will pop up: how to
test quantum and how to use quantum in testing? Such questions are not specific for
quantum computing, but apply equally to other emerging computing paradigms, e.g.,
neuromorphic computing.
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5 Concluding Remarks

In this report, trends, challenges, and research directions for testing future generations of
cyber-physical systems (CPS) were identified, with emphasis on testing the software part of
CPS. Systematic testing is one of the most important ways of assessing and checking the
quality of CPS software. Testing of CPS software is a challenging area for both (applied) re-
searchers and test practitioners, and current and future developments will make it even
more challenging.

The good news for testers is that there is a lot of interesting work to be done, and with the
ever growing demand for better quality software in a context of continuously growing size,
complexity, variability, speed of evolution, and connectivity of software, and with the emer-
gence of new software paradigms and technologies, it is not likely that the importance of
testing will diminish. The less good news is that it looks like software testing has difficulty in
keeping pace with the speed, size, and complexity of software development. Ever more, test-
ing turns out to be the bottleneck in releasing new features and products. This may hamper
the fast and thorough testing of future generations of CPS, and thus slow down innovation.
The software crisis is not over, yet [82].

More effective and efficient software testing is necessary, which requires new testing method-
ologies, automation, processes, and tools, for which, in turn, testing research and develop-
ment are indispensable. Moreover, software testing is too often an afterthought: on prod-
uct level when after designing and building the product without testing in mind, the product
still has to be tested, and when new technologies are introduced in such a way that testing
problems can be expected. Testers should be more involved in the forefront of development,
assessing testability before a product is built, and giving back-pressure when a new technol-
ogy or paradigm is being rolled out where testing problems are embedded. If high-quality
products are desired, the motto should be: ‘if you can’t test it, don’t build it’.
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